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Introduction; traditional artificial intelligence 

Traditional computational systems work on principles laid out by Alan Turing; if the mind can be understood as 

software and therefore is computable, then its processes can be represented by a Turing programme, computed 

by a Turing machine. Supportive of this, traditional cognitive science views thinking as a process of symbol 

manipulation, translating environmental stimuli into code that is then manipulated according to innate or learned 

rules, and producing symbols that drive behaviour or other cognitive processes (Shapiro 2007). Minds are 

programmes run on the hardware of the nervous system. This cognition is isolated from the world, operating 

solely on symbolic input from sense organs. There is no need for interaction with the real world, and so no need 

for a body to act on and interact with the environment. However computers are restricted to the specialized 

knowledge determined by their programmed purpose. Humans however do not rely on explicit rule-based 

representations but can infer and intuit though simulation and representation (Mainzer 2009).  

Searle’s (1980) Chinese Room, argues a person or computer can use rules they have access to, in order to reply 

to input Chinese sentences. Despite emulating understanding Chinese there is no real understanding. Without 

the foundations necessary for understanding, every single rule and fact needs to be explicitly programmed. 

Computers have succeeded in staggeringly complex and fast computing, but rely on humans to programme and 

provide input, and significantly, rely on the human to understand the output so it can be applied. The 

information, without human understanding, is redundant. Highly functioning robots can beat world champion 

chess players, but struggle to move the pieces, and do not understand what they are doing. Chess has a precisely 

defined environment, with fixed states and formal rules. A game like football however doesn’t have complete 

representations, and the movements are never the same between games. Goals do not specify the exact 

movements being the same every time, just the end point (Mainzer 2009).  Machines are superhuman in their 

precision, strength, ability to work tirelessly and in dangerous conditions, but only when everything is in the 

right place at the right time. If something unexpected occurs, the whole operation grinds to a stop, or worse 

(Choi 2012).  

The ultimate goal is to develop autonomous machines that understand what they are doing, and are able to plan, 

adjust and optimize their behaviour in relation to their given tasks in changing environments. I propose based on 

understanding the roots of our cognitive abilities, to achieve such adaptability machines will require an 

embodied intelligence and emergent self-consciousness that comes from this.  
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The human brain as a machine  

A General Systems Approach 

General systems theory provides an approach under which common principles can be applied to cybernetics and 

biological organisation. While not originally applied to psychology, the human brain can be understood as a 

complex self-aware system. Components are organised within a system with networks depending on functional 

rather than structural boundaries, and so components can be utilised across multiple network. The interaction 

between components is such that they are affected by being a part of the system, and removal of a component 

will lead to a loss of the interactions and emergent properties of the system as a whole (von Bertalanffy 1950). 

Cognitive neuropsychology has focused on identifying modules or circuits associated with various cognitive 

functions from identifying those ‘knocked out’ in lesion patients and from imaging studies. However, networks 

are typically diffuse involving interactions between distributed regions. The boundaries of a circuit, such as the 

limbic system, are defined solely by functional and didactic purposes, and parts of the ‘emotional’ network will 

be used in memory, decision making, learning, personality and even consciousness itself. This is realistically 

expected since entirely separate modules of ‘emotion’ and ‘memory’ are redundant if they cannot interact with 

each other and influence other circuits. Linear approaches artificially attempt to separate nature and nurture, 

individuals from social groups, and brain regions from networks. That the brain is a complex non-linear network 

made up of interacting components and subsequent emergent properties is essential to this discussion. 

Systems also have behaviours as a result of self-regulation by monitoring and negative feedback loops. The 

negative feedback loop is the fundamental unit in a control system, functioning to reduce sensed deviations from 

a desired state. The present condition is sensed (input function), and compared against a reference value 

indicating the desired state. If there is discrepancy between input and comparator reference value, the system 

behaves (output function) to impact the environment in such a way as to reduce this discrepancy, with the 

subsequent environmental change fed back into the system (Carver & Scheier 1982). This is precisely the 

principles a thermostat operates on, and equally an organisms’ homeostasis mechanisms. The loop will 

autonomously monitor the condition, and create behaviour such as turning on the boiler or shivering, when the 

temperature drops below the desired level. The behaviour function is purely to move towards a desired state, if 

there is no discrepancy, there is no behaviour.  This self-regulation organization is fundamental in biology. We 

do not need to understand our heart or give instructions in order for it to beat.  Simple processes need to be 

autonomous, and complexity can only come from having attention freed from routine existence, to focus on 

higher processes and external events. However the unit is only semi-autonomous since the reference value may 

depend on input from outside of the loop. In a thermostat we can choose to input a different reference value to 

allow flexibility. If every loop has a single unchanging reference value, then there is no possibility for change, 

choice or adaptation to a different environment, and no interconnection between different loops.  
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Figure 1. Taken from Carver and Scheier (1982). Diagram of a 

hierarchy of control using a behavioral example. 

 

Hierarchical control systems 

Powers (1973, in Carver & Sheier 1982) considered a hierarchical interconnection between control systems to 

underlie self-regulating behaviour in living systems, with the goal state of one level being determined by super-

ordinate levels, and that level then defining the goal state at sub-ordinate levels. The output of one level is the 

input at a lower level. The advantages of this organization are many. Units self-contained relative to sub-

ordinate parts are robust and autonomous for efficient and fast behaviour. However interaction with other levels 

results in flexibility through control by higher levels, responding to different environmental aspects and goals. 

Rather than one high level output needing to specify and monitor every step, each level is recruited to specify 

the reference value. Hierarchical organisation is purely functional and so can arise in a system network such as 

the brain. Interconnections between levels, as in hierarchies within systems, allows for one level to be recruited 

by different higher levels for different tasks.  

As an example, Carver & Scheier (1982) outline 

the control hierarchy for a behaviour made up of 

multiple levels (see Figure 1). Broad 

representations of long-term life goals and self-

image, define system concepts, and imply general 

guiding principles regulating choices and 

behaviours. For example, wanting to be a good 

person implies keeping your word, or helping 

someone in need. These principles provide the 

reference values at a lower level, but remain fairly 

content free, applicable to many behaviours 

depending on the situation. A program control 

then involves a number of unconscious 

implications, not explicitly detailed in advance, 

but continuing to monitor the behaviour progress. 

Meeting a friend, implicitly involves taking a 

known route, but also allows for flexibility. The 

route can be changed in accordance with other 

goals or environmental changes blocking off 

roads. In subsequent sub-ordinate layers more 

concrete behavioural qualities are specified; the sequence 

of actions, made up by a sequences of more specific 

motor-actions, configuration of the body, and finally the 

actual command to the external muscles at that precise moment. Each level is composed of its own self-

regulating devices, receiving the relevant sensory input to compare to the reference value, and outputting 

commands as reference values or behaviour itself.  
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This is comparable to Koestler’s (1967) ‘holon’; something simultaneously a whole and a part, which he applied 

to biology and social organisation. Holons are autonomous self-contained wholes relatives to sub-ordinate parts, 

but also form a part of another hierarchy. They possess a degree of functional independence without needing 

higher levels to operate, however they are simultaneously subject to control from one or more super-ordinate 

levels. This property allows for stable response to environmental change, but also as intermediate forms 

allowing for functioning as part of a larger system. Similarly, multi-agent systems used in computing, are 

composed of multiple interacting agents, able to solve problems impossible for a monolithic system. Agents 

have at least partial autonomy, each with local views of the system. There is no centre and no agent with a 

global view, but information can be shared between agents via a common language (Wooldridge 2002). Like a 

holon network, multi-agent systems are referred to as self-organised, finding the best solution for problems 

without intervention, similar to the essential quality of energy minimising in biology. The systems are also 

flexible for modification, while maintaining stability due to redundancy of components and self-managed 

features.   

I propose that this fundamental interconnectedness of hierarchical systems, with each level built on and 

interacting with super- and sub-ordinate levels, is key to the complexity of the human brain and emergent 

consciousness. A machine emulating our flexibility, understanding and self-consciousness will need to build on 

the same foundations we have, from the bottom layer of the hierarchy up.  

Action as defining cognitive architecture 

The brain as a kinetic controller 

From an evolutionary perspective the brain developed as a centralised organ, allowing for controlled co-

ordination of muscles for complex action patterns (Carew 2000). Ultimately, it allows for motor response 

patterns that maximise survival in accordance with the current environment. This fundamental purpose of the 

brain to control movement is elegantly demonstrated by the life cycle of the tunicate (“sea squirt”), which when 

born can swim by means of a simplified nervous system. At maturation they attach themselves to a rock, and 

since no longer need a control system for movement, subsequently digest the ‘brain’ for energy (Wolpert 2011).  

We think of ourselves as building information rich models of the world from our senses; however evolution is 

necessarily grounded in the real world, and our intelligence developed in the context of adaptation for maximal 

survival in a dynamic world (Steels 1994). The brain functions for the body, rather than abstract purposes, with 

cognition largely immediate and situated in the current context. In the model of the mind organised 

hierarchically, a relatively simple input signal at one level can release a complex pre-set action pattern down 

through subordinate levels. The necessary action is roughed in and then detailed more specifically and 

automatically moving down the hierarchy. 

Sensory-motor hierarchy 

Perception and action are joined at every level, functioning together as a single system. Perception is obsolete 

without the ability to use that information and act on it, and action is only an advantage if it is appropriate in the 

current environment. In this way it can be seen that our perception of objects is completely bound to being able 
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to use that knowledge, the function of an object, how we can interact with it. Action can be associated with 

perception without actually being triggered, with the same motor neurons involved in controlling a tool 

responding to seeing tools (Grafton, Fadiga, Arbib et al 1997). Objects can then be represented relating to our 

own actions and goals. Glenberg saw this as the function of memory; not to hold abstract information but to 

encode patterns of possible world-interaction as our possible action repertoire increased. We conceptualise 

objects in reference to ourselves and to their function, as can be seen in the categorisation of fruit, tools and 

animals in the brain. Different species and even individuals will perceive the world differently due to their 

unique goals and experiences (Wilson 2002).  

The sensory organs we develop are defined by their use to survival, and dictate which modalities we have access 

to and have meaning. Filters also develop to further extract the salient information from a given scene, so while 

behaviours become more concrete and content-related moving down the hierarchy, perception moves towards 

abstraction. Information is collected at the lower local levels, and at each level is analysed, condensed, de-coded 

and abstracted to extract the necessary value for comparison with goal reference values. Due to the complexity 

of this analysis in the human brain, we must learn to see, developing filters based on experience, while other 

species will be born hardwired with as much perception as they’ll ever have. We learn how our movement 

affects our perception, and to pick out consistent relationships between the pieces to perceive them as a whole 

(Eagleman 2011). This flexibility allows us to develop individual perceptions, such as a histologist, who learns 

to perceive meaning in patterns meaningless to others. This imbues signals with meaning, despite all coming 

into the system through the same medium of neural firings, in the same way we can hear a whole orchestra from 

a single vinyl groove (Koestler 1967).  Neurons respond to features and we pick out partial abstract stable 

patterns. Perception becomes more complex and freed from immediate and instinctive couplings.  

The ventral system demonstrates the development of perception not tied to specific actions, but these detailed 

representations and relationships between objects are still likely stored for guiding future actions, simply 

without being committed to any directly (Wilson 2002). This still needs to be grounded in concrete interaction, 

building abstract associations on top of real-world interactions. In this way we can learn about something we’ve 

never directly encountered or used before by relating it to our understanding of similar objects, and use objects 

in novel ways based on properties they share with other objects. Breaking out of functional fixedness is a huge 

advantage – but we still need a concrete background to draw from.  

The need for efficiency, having limited time or resources to form representations, is crucial in forcing 

development of efficient strategies such as only attending to and processing necessary aspects of the 

environment. We may alter our environment directly to reduce the amount of processing or representing needed, 

letting the environment represent itself where possible This ‘symbolic offloading’ saves us simulating the 

representing where unnecessary (Wilson 2002), and physical manipulation of the environment can be used to 

represent non-situated properties. A spatial relationship between objects may represent something non-spatial in 

nature, but a relationship or time difference. Once we associate action with representing non-situated objects, we 

can push this inward. In the same way we simulate actions for predicting outcomes, we can manipulate mental 

objects. As a result, seemingly centralised abstract cognitive processes such as numbers and time may be more 

grounded in sensory-motor functions than at first glance. The mental structures originally evolved for situated 

sensory-motor behaviour can be run offline enabling thinking and knowing.  
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Embodiment and Agency 

The concept of time is also crucial in realising correlation and causality between objects and events. Predictable 

objects and outcomes, such as the feedback we receive while walking is not important since it isn’t useful 

information for acting or learning. Afferent copies of motor commands are sent via a feedback loop, simulating 

expected sensory outcomes in order to correct for errors online rather than wait for real world feed-back, and 

also attribute agency and causality (Wolpert 2011, Wolpert & Ghahramani 2000). If the input comes back as 

matching the expected sensory consequences, perceptually and temporally, then we have caused the change and 

it does not require attention. If there is a mismatch, then the action needs adjusting. If there is a real-world 

consequence without an afferent copy of instructions, then this is an unexpected external event.   

Ownership of one’s body comes from the matched expected and actual sensory consequences, and this is also 

true of simulations; we realise that not only can we control our bodies, we can control the direction of these 

bodies, and we can control our attention. We can control the attention externally, and when we internalise this in 

simulations, we have an inner world, a simulated control centre which we feel to be ‘I’. It is the heart of 

subjectivity, our viewpoint, our perspective. In outer body experiences, we may no longer feel able to control 

our body, which may be viewed in front of or beneath us, but we still feel in control of a mind because we can 

direct and control the thoughts and attention, and this gives rise to a feeling of an immaterial I (Metzinger 2009) 

This illusion of global control is evident in peoples retrospective justifications for bizarre actions and thoughts 

out of their control, as in split-brain patients, or anosognosia and where patients justify inability to act or see as a 

choice (Eagleman 2011). Consciousness believes itself to have a global view, but this is manufactured to 

provide a continuous experience from what is a multi-agent process. People prescribe individual strategies for 

how they catch an object, but in practise everyone follows the same programme, guiding movement so as to 

keep the parabolic path of the object as progressing in a straight line from the individual’s perspective, which 

naturally positions them so the object is coming towards them (McBeath, Shaffer & Kaiser 1995). Programmes 

run automatically but we believe we have access to the whole picture.  

The role of embodiment in self-consciousness 

Claude Shannon thought to measure information in a signal by the amount of uncertainty it reduces.  Individual 

neurons code on or off and so contain a very small amount of information. In an integrated network however, 

neurons can code to represent one state out of trillions of possibilities. Consciousness models such as the global 

workspace model or Haikonen’s broadcast model (Haikonen 2007), explain consciousness in terms of unified 

activity, of the attention of all necessary modules being focused on one thought or moment, which we are aware 

of and can remember. This complex interaction can allow for rewiring, for one holon to send information out to 

others and the system to learn from the current context. This integration of information allows for complex 

associations to be made, learning about the world, reducing uncertainty and making predictions. Tononi (2010) 

advances this consciousness as measurable by the amount a state is both integrated and differentiated (phi), a 

concept realised in Koeslter’s (1967) holon. If components are isolated, phi is low since information cannot be 

integrated, however if all neurons are linked in every possible way there is very little information coded too. 

Rather, information is coded in meaningful correlations in the brain, creating functional associations.  
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Godel proposed that self-reference was inevitable in any complex system, and our consciousness is made up of 

these associations acting to influence one another simultaneously. The hierarchy becomes collapsed or ‘tangled’, 

where rules can all act to change each other (Hofstadter 2000).  These dynamic changes to the system software 

are not linear, but intricately interconnected referring back on itself.  As a property of complex self-referring 

systems, and an immaterial ‘I’ emerges as an illusion. Referring to the self creates a self.  

Consciousness is simply a data format where information is presented from a first person perspective, with 

reference to ourselves and associated with our experience. Self-consciousness is not something we are born 

with, but emerges gradually from our individual experience shaping the incoming data and cognition in a unique 

way. Our perceptions are tainted with past knowledge and associated feelings, giving rise to qualia. These very 

personal and seemingly immaterial experiences are however, equally possible in machines.  They merely ‘feel’ 

immaterial as a result of modulation principles; we are not aware of the percept being a reflection of reality not 

reality itself, because we are not aware of the system creating the modelled world. We operate on modulation 

only not the carrier of the signal, an inviolate layer. As an example, Hofstadter (2000) draws on Escher’s 

paradox of two hands each drawn by the other, creating a “strange loop”, a hierarchy with no top or bottom. The 

illusion comes from Escher’s drawing hand being outside of the picture, the hand that makes the loop possible. 

We are aware of system states but not the system itself, and so the controller is perceived to be an ego or self 

rather than a brain. Consciousness is a rich state where complex learning and association can occur decoupled 

from the immediate environment. Combined with an ego from our awareness of attentional control, it creates an 

internal user interface which we can access for changing this very consciousness with thought alone.  

 

 

 

 

 

 

 

 

Figure 2. A copy of ‘Drawing Hands’, a lithograph by M. C. Escher.  

source:http://i53.photobucket.com/albums/g69/mbrxmta/escher_hands.png 

Discussion 

Traditional artificial-intelligence based on processing abstract symbols, have been fundamental in our own 

development as a species, and a tribute to the human ability to visualise ways to engineer environments that 

enhances their own cognitive abilities. These knowledge-based AI have succeeded in breaking enigma codes not 

solvable within a human lifetime, at championing chess and even jeopardy, and have dominated especially in 

strength and precision. However procedural programming is inflexible, and if machines are to develop 

http://i53.photobucket.com/albums/g69/mbrxmta/escher_hands.png
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sophisticated strategies for the dynamic real-world environment they require a system that can reprogram itself. 

A body provides a feedback interface, for learning not reliant on preset pathways.  

Explicitly programmed knowledge is not sufficient without a rich background of experience to provide implicit 

context. An encyclopaedic robot with all its knowledge of cliffs and gravity will still walk off the edge (Dennett 

1984). To apply this knowledge requires a huge amount of implicit information acquired from engagement with 

the world; understanding yourself as part of it, how your perception relates to your movement, that your body 

cannot withstand a fall from that height. For us to interact with a machine at all naturally, they must develop an 

implicit knowledge set, since our language is full of it. It would be impossible and horribly inefficient for us to 

directly programme all of our knowledge in this way, let alone the necessary associations, and even then it 

might still be meaningless. Far more elegant is to allow the machine to learn through its own interaction; to 

learn what to attend to given efficiency pressures, to juggle multiple and interacting goals. This being realised, 

robots are now beginning to be built able to sense aspects of the environment, model their own body, to move 

within it, to combine visual with motor information, and even connect names to movements (see Bongard, 

Zykov & Lipson 2006, and the ALEAR project http://www.alear.eu/). 

This is not to say that our offline capacities do not define the successes of the human race, but that this must 

build on top of an embodied foundation. Once this in place to provide the framing, there is no telling how fast 

robots could develop their offline cognitive abilities. Once we developed theory of mind and language, cultural 

evolution erupted and information could be shared among individuals directly and rapidly. With each 

technological advance, the printing press, and now the internet, we have enhanced the amount of information 

shared. Given the speed of machine processing, and their access to this huge database of knowledge already in 

place, there is no telling how fast they may develop. Starting with baby-steps.  

 

Conclusion 

Life perpetuates diversity, emerging from and relying on diversity and adaptation. Individual cells repeat the 

cycle of degeneration and regeneration until they die wiping out entire sets of information and memory, with 

only genes remaining in successive generations. Death and procreation drive feedback which develops systems 

to cope with a complex and changing environments. In this way bodily evolution drove the parallel development 

of adaptive hierarchical systems of control resulting in nerves, neurons and ultimately brains. Learning 

developed within nervous systems, and in cognitive species sophisticated repertoires of actions were possible 

within a single individual, allowing for greater flexibility and faster adaptation. Consciousness appears from this 

increasing complexity, as a rich sea of information facilitating the highest level of uncertainty reduction in order 

to survive. Knowledge alone is not enough, but relies on meaning which only embodiment can provide through 

feedback mechanisms and data inputs for a self to emerge within a rich meaningful world.  

http://www.alear.eu/
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